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Flow-adaptive moderation of spurious ensemble correlations
and its use in ensemble-based data assimilation†
Craig H. Bishop* and Daniel Hodyss
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ABSTRACT: Many ensemble Kalman filter (EnKF) data assimilation (DA) schemes reduce the effect of spurious ensemble
correlations caused by small ensemble size by multiplying the correlations by moderation functions. Moderation functions
envelop true error correlation functions. Ideal moderation functions would adapt to variations in the movement and width
of true error correlation functions. Here, we describe a new method in which flow-dependent moderation functions are built
from powers of smoothed ensemble correlations. The approach imparts to the moderation function movement and width
information retained by the smoothed ensemble correlations. Spurious smoothed ensemble correlations are attenuated
by raising them to a power. Simple systems were used to compare DA performance using such Smoothed ENsemble
COrrelations Raised to a Power (SENCORP) moderation functions against DA performance using optimally tuned but
non-adaptive moderation functions. The simple systems considered feature propagating error correlation functions and
error correlation functions with variable width. It was found that when significant spatio-temporal variations in the true
error correlation function are present, SENCORP moderation functions are superior to non-adaptive moderation functions.
In the absence of spatio-temporal variations, the DA performance of SENCORP moderation functions was found to be
statistically indistinguishable from the DA performance of non-adaptive moderation functions. An example using a primitive
equation global model is given to illustrate how the method could be used to improve the performance of a local ensemble
Kalman filter/smoother, particularly when larger observation volumes are used, to better account for error propagation
and/or observations that represent vertically averaged variables. Published in 2007 by John Wiley & Sons, Ltd.
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1.

Introduction

Data assimilation (DA) is the process of estimating the
state of a system by combining a forecast with the latest
observations. Optimal state estimation requires accurate
specifications of observation and forecast error covariances. In the last decade, there has been growing interest
in the idea of using a K-member ensemble of forecasts designed to sample the distribution of truth given
a forecast to estimate the forecast error covariance. DA
schemes that use such estimates are called Ensemble
Kalman Filters (EnKFs) (Evensen, 1994). When these
DA schemes estimate states using observations taken
after the state estimate, these schemes are called Ensemble Kalman Smoothers (Evensen and van Leeuwen,
2000) or 4D (four-dimensional) EnKFs (Hunt et al.,
2004). More than 140 refereed articles (A topic search
for ‘Ensemble Kalman Filter’ on the Science Citation
Index reveals these articles.) have been published on
EnKF data assimilation schemes in the last decade. (See
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Evensen (2003) for a review of EnKF research.) For
very-high-dimensional complex systems like the atmosphere and ocean, current computational resources typically limit ensemble sizes to K < 100. DA requires a
specification of the error covariances
and, implicitly, the

εi2 εj2  between
error correlations c(i, j ) = εi εj 
the i th and j th model variables for all i and j . Even if
the ensemble represented a perfect draw from the distribution of truth given the forecast, for small ensembles
(K < 100), the sample correlations inevitably contain
spurious correlations.
For example, Figure 1(a) gives the 64-member ensemble correlation of the ith variable with the 128th variable
as a function of the variable index i for a simple 256dimensional error model. This function depicts a column
of the sample covariance matrix of the ensemble. The
true corresponding error correlation function ct (i, 128) is
also shown in Figure 1(a). See the appendix for details
on how the ensemble perturbations and true error correlation matrix were created. Figure 1(a) shows that the
ensemble sample correlation spuriously assigns non-zero
values to correlations between variables separated by a
large distance. It may be shown that the variance of these
spurious random correlations is of order 1/K where K is
the number of ensemble perturbations.
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Figure 1. The thin grey line in (a) and (b) gives the ensemble correlation function c64 (i, 128) for a 64-member ensemble. The thin black line
s
(i, 128) of
in (a) gives the true forecast error correlation function ct (i, 128). The medium black line in (b) gives the correlation function c64
the ensemble perturbations after they have been smoothed. The medium grey line in (c) gives a non-adaptive moderation function cN (i, 128)
s
(i, 128)2 . The thick black line in (c) gives the ensemble
while in (d) the medium grey line gives the SENCORP adaptive moderation function c64
correlations moderated by the non-adaptive Gaussian function while the thick black line in (d) gives the ensemble correlations moderated by the
square of correlations of the smoothed ensemble.

Most ensemble data assimilation schemes reduce the
effect of these spurious correlations by representing forecast error correlations as a product of the ensemble correlation function and a moderating function. Figure 1(c)
illustrates how the product c64 (i, 128)cN (i, 128) of an
appropriately chosen Non-adaptive moderation function
cN (i, 128) with the ensemble sample correlation function
c64 (i, 128) produces an error correlation model that is
more localized in space and more accurate than the raw
ensemble correlation function. Examples of schemes that
employ such non-adaptive moderation functions include
those of Houtekamer and Mitchell (2001), Anderson
(2001) and Whitaker and Hamill (2002). Typically, these
moderating functions have been horizontally isotropic
and state-independent, and have only depended on the
distance between the variables being correlated.
However, it is probable that there is a high degree of
flow-dependent variability in error correlation functions.
At cold fronts, the forecast error correlation length scale
is likely to be longer in the along-front direction than
the cross-frontal direction. Error correlation length scales
are also likely to depend on the scale of rapidly growing
thermodynamic instabilities. In areas of moist convective instability, errors can rapidly grow at a scale of a
few kilometres. Errors associated with frontal waves with
scales of 100–1000 km may be growing at fronts while
errors with wavelengths of 3000–8000 km are likely to
grow in midlatitude baroclinic regions. In autonomous
quasi-geostrophic global DA models in which it is possible to determine the true forecast error covariance
matrix, Bishop et al. (2003) demonstrated that correlation
function structure is highly dependent on geographical
Published in 2007 by John Wiley & Sons, Ltd.

location. The likelihood that forecast error correlation
functions are strong functions of space and time provides
one motivation for the production of forecast-appropriate
flow-dependent moderation functions. The other motivation is that fixed, non-adaptive moderation functions
are entirely inappropriate if one attempts to assimilate
observations over a time window in which error correlation functions can propagate a distance comparable to
the localization distance of a fixed moderation function.
The techniques to be described in this paper yield moderation functions that can follow the true error correlation
function through space and time.
To introduce the technique, note that inspection
of the non-adaptive moderation function cN (i, 128) in
Figure 1(c) indicates that a characteristic of an effective
moderation function is that it overestimates true non-zero
correlations but is generally close to zero when true error
correlations are zero.
Figure 1(b) illustrates that the sample correlations
s
(i, 128) of an appropriately smoothed ensemble overc64
estimates true error correlations in the sense that
s
(i, 128) has a broader peak at i = 128 than the true
c64
error correlation function ct (i, 128). The ensemble was
smoothed by applying a Gaussian spectral filter to each
ensemble member. The filter reduced the spectral coefficients by a factor that was proportional to exp(−k 2 /ds2 )
where k is the horizontal wave number and ds is a
constant. Comparison of Figure 1(a) and (b) indicates
that the magnitudes of the spurious correlations distant from the 128th variable are about the same for
the smoothed and unsmoothed ensembles. This suggests
that smoothed ensemble correlations overestimate true
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error correlations while leaving the magnitude of spurious correlations unchanged. Figure 1(d) illustrates that
raising these smoothed correlations to a power yields a
s
(i, 128)2 whose amplitude envelops the true
function c64
correlation function but is small in far-field locations
s
where the true correlation function is zero. c64
(i, 128)2
is an example of a Smoothed ENsemble COrrelations
Raised to a Power (SENCORP) moderation function.
Comparison of Figure 1(d) and (c) shows that multiplys
ing c64 (i, 128) by the moderation function c64
(i, 128)2
results in a moderated correlation function that is qualitatively similar to the correlation function obtained using
non-adaptive moderation. The potential advantage of
SENCORP moderation over non-adaptive moderation is
that the smoothed ensemble perturbations upon which it
is based can retain information about error correlation
length scales and/or error propagation. In contrast, the
purely distance-dependent moderation function shown in
Figure 1(c) is non-adaptive.
Anderson’s (2007) work on hierarchical ensemble filters has shown how fully flow-dependent moderation
functions for ensembles of size K/N can be derived
by (1) splitting an ensemble of size K into N subensembles of size K/N , and (2) basing the moderation
function on the degree of disagreement between correlation estimates from the independent sub-ensembles.
The SENCORP method is an alternative to Anderson’s
approach. Note that in the hierarchical approach, the
moderation functions are intended to optimize the performance of K/N -member sub-ensembles rather than
K-member ensembles. Thus, in the context of ensembles of size K, the upper bound on the performance
of the hierarchical approach is that of the mean performance of an optimally localized K/N -member ensemble whereas the upper bound on the performance of the
SENCORP approach is that of an optimally localized Kmember ensemble. Subsection 3.3 (Figure 5(a)) of this
paper shows that SENCORP can deliver performance that
is statistically indistinguishable from that of an optimally
localized K-member ensemble.
The aim of this paper is to describe SENCORP moderation and compare its performance to non-adaptive moderation. Subsection 2.1 and the appendix define the ‘true
forecast error distributions’ used in this paper, 2.2 gives
the mathematical definition of the moderated ensemble
error covariance models to be considered, 2.3 graphically illustrates the function of the steps used to construct SENCORP moderation matrices, and 2.4 illustrates
the inadequacy of non-adaptive moderation in the presence of propagating error. Section 3 compares the DA
performance of SENCORP and non-adaptive moderation
matrices for propagating error distributions and for error
distributions with variable correlation length scales.
The aim of section 4 is to illustrate one of the
ways SENCORP might be used to improve ensemble
DA for atmospheric and oceanic forecasting models.
The approach is built around Ott et al.’s (2004) Local
Ensemble Kalman Filter (LEKF). Conclusions follow in
section 5.
Published in 2007 by John Wiley & Sons, Ltd.
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Method

2.1. Forecast error distributions
To test the performance characteristics of our method for
reducing spurious correlations, we considered a periodic
system consisting of M grid points evenly spaced along
a line of length 2π. In principle, any number of variables
can be assigned to each grid point and any type of
forecast error distribution can be assigned to them.
In this paper, both non-propagating and propagating
univariate error systems are considered. Details are given
in the appendix. We chose to use entirely synthetic error
distributions rather than error distributions associated
with simplified dynamical models because ensemble DA
performance is sensitive to error correlation length scales
and the rank of the forecast error correlation matrix. With
simple dynamical models one has little control over such
properties whereas synthetic error distributions enable
full control over error correlations.
2.2. Description of the new technique
Let X = [x1 , x2 , . . . , xK ] be an n × K matrix, the i th
column of which defines the i th ensemble forecast. Let
X = [x1  , x2  , . . . , xK  ] define the K corresponding raw
perturbations about the ensemble mean (xi  = xi − x,
1 K x ). The sample covariance matrix
where x = K
i=1 i
f
of the K raw ensemble perturbations PK is given by
1   T
xx .
K − 1 i=1 i i
K

f

PK =

(1)

Note that if the ensemble were perfect then the covariance
of the distribution of errors given the forecast would be
given by
1   T
xi xi = Pf∞ .
K→∞ K − 1
i=1
K

Pf = lim

(2)

Qualitatively, we seek moderation matrix correlations
that overestimate true error correlations while assigning
small values to spurious correlations. In the introduction,
we pointed out that in some circumstances this could
be achieved by raising the correlations of a spatially
smoothed ensemble to an element-wise power. We will
go over this procedure in detail here but also introduce a
more generalized type of smoothing that we call ‘matrix
product smoothing’.
Let W = [w1  , w2  , . . . , wK  ] define K smooth perturbations. The sample standard deviation of the j th variable
of the smoothed ensemble is given by



sj = 

1   T
w w .
K − 1 i=1 ij ij
K

(3)
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where wij is the j th variable of the i th smooth ensemble.
We denote the normalized spatio-temporally smoothed
ensemble perturbations by W̃ = [w̃1 , w̃2 , . . . , w̃K ] where



w̃Ti = [wi1
/s1 , wi2
/s2 , . . . , win
/sn ],

(4)

gives the i th normalized ensemble perturbation. For a
small ensemble,

The matrix product smoother is obtained by (1) taking
the matrix product of Cm
with itself q times to
s
q
)
and
(2)
renormalizing
this matrix by
obtain (Cm
s
q
right and left multiplying (Cm
)
by
a
diagonal
matrix
s
G−1/2 whose diagonal elements list the inverse square
q
root of the diagonal of (Cm
s ) ; in other words, G =
m q
diag(Cs ) . We shall denote the renormalized matrix
(whose diagonal elements are all equal to unity) by
q

1
Cs =
K −1

K


(Cs m(
w̃i w̃Ti

(5)

i=1

gives the sample correlation matrix Cs of the smooth
ensemble perturbations. From Figure 1(b), one anticipates that Cs generally overestimates correlation length
scales, while raising each of the elements (Cs )ij of Cs
to some integer power m will attenuate small spurious
correlations more than larger real correlations. For convenience, we introduce the notation
Cm
s

= Cs
1



Cs
2

 Cs . . . 
3...

Cs
m

(6)

A simple two-dimensional example of this ‘matrix
product smoother’ in the limit of an infinite number of
matrix products is as follows. Note that

1
−.5
m
Cs =
−.5
1
Cm
s

(7)

The moderation matrix derived from (6) using spatially
smoothed ensemble perturbations and m = 2 worked well
for the case considered in Figure 1 because error correlations were a decreasing function of variable separation distance and spatial smoothing readily broadens
such correlation functions. This broadening results in the
overestimation of true error correlations thus yielding a
qualitatively appropriate moderation matrix. However, it
is not obvious that spatial smoothing of this type would
result in systematic overestimation of true error correlations between variables whose correlation functions do
not depend on separation distance. For example, the correlation between an uncertain eddy diffusivity constant
in the model and an uncertain zonal wind variable over
London does not depend on separation distance. Similarly, the correlation between a temperature variable at
t = 0 h and a temperature variable at t = 48 h depends
more on the propagation characteristics of temperature
errors than it does on the spatial separation of the temperature variables. Consequently, it is doubtful that spatial
smoothing of ensemble members would systematically
overestimate such error correlations. Since overestimation of all true error correlations is a useful property of a
moderation function, it is of interest to identify an alternative method for overestimating error correlations that
does not depend on spatial smoothing. To this end, we
introduce ‘the matrix product smoother’.
Published in 2007 by John Wiley & Sons, Ltd.

has the orthonormal eigenvector decomposition



1
1 1
1.5 0
1 −1 1
=√
√ . (8)
0 0.5
1 1
2 −1 1
2

Consequently,
q
lim (Cm
s )
q→∞

where  denotes the element-wise Hadamard matrix
product often called the ‘Schur product’ and where the
superscript m indicates that the matrix is to be raised
to the element-wise power m. The element-wise matrix
product is such that the element (Cm
s )ij lying on the ith
row and j th column of Cm
is given by
s
m
(Cm
s )ij = [(Cs )ij ] .

q −1/2
= G−1/2 (Cm
.
s ) G

lim (Cs

q→∞

m q

(


1
1
1
=√
1.5q [1 − 1] √
−1
2
2
q 
1.5
1 −1
, and hence
=
−1 1
2

1 −1
=
.
−1 1

(9)

Notice how the off-diagonal correlations of −0.5 in the
original matrix got amplified to a value of −1 using the
matrix product smoother. Similarly, it can be shown that
provided an arbitrary Cm
has a single eigenvalue that is
s
larger than all other eigenvalues and if the variable values
defining the leading eigenvector are all non-zero then, in
the limit of an infinite number of matrix products, the
matrix product smoother will boost all non-zero correlations to a magnitude of unity. Given these two facts,
it seems reasonable to assume that the matrix product
smoother with finite q ‘boosts’ sample correlations.
Because matrix product smoothing boosts small and
spurious correlations as well as larger correlations, it
proved helpful to attenuate the spurious correlations
amplified in going from Cm
to (Cs
s

m q

(

by raising (Cs

m q

(

to the element-wise integer power r. The columns of

[(

Cs

m q

(

[

r

define the Smoothed ENsemble COrrela-

tions Raised to a Power (SENCORP) moderation functions that are the subject of this paper. In other words,
CSENCORP =

[(Cs m(

q

[

r

.

(10)

Note that the SENCORP matrix is not just a function
of m, q and r. It is also a function of the smoothing
parameter ds .
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Since most readers are probably unfamiliar with matrices of this type and of the effect of the element-wise
and matrix products used to define it, section 2.3 is
devoted to graphically illustrating Cs , Cm
s , (Cs

[(Cs m(

q

[

m q

(

and

r

for small integer values of the powers m, q

and r.
When one uses SENCORP to moderate all of the
f
covariances in the raw ensemble sample covariance PK ,
one obtains a Covariance Adaptively Moderated using
f
SENCORP (CAMS) matrix PCAMS where
f

f

PCAMS = PK  CSENCORP .

(11)

When one uses a non-adaptive correlation matrix CN to
f
moderate PK one obtains a Covariance Non-Adaptively
f
Moderated (CNAM) matrix PCNAM where
f

f

PCNAM = PK  CN .

(12)

Many EnKFs base CN on the high-order polynomial
given by Gaspari and Cohn (1999). Here we will base
it on a non-adaptive correlation matrix given by
CN = CNAG = Es ETs ,

(13)

where Es is an M × M orthogonal matrix whose M
columns list the orthonormal sinusoidal vectors spanning
the M-dimensional grid-point space and  is an M × M
diagonal matrix listing the eigenvalues of the correlation
matrix. The j th element λj of the diagonal of  was
defined by
k(j )2
M exp − 2
dG
λj = M
,
(14)

k(j )2
exp − 2
dG
j =1
where k(j ) is the wave number of the sinusoidal vector
associated with the j th eigenvalue and dG is the correlation length scale. The factor M in the numerator of (14)
ensures that the diagonal elements of CNAG will be equal
to unity and hence that CNAG will be a correlation matrix.
The grey line in Figure 1(c) illustrates a column of the
matrix (13) with dG = 8. Note that the Gaussian shape
of the moderation function in physical space renders it
qualitatively similar to the Gaspari and Cohn (1999) polynomial. Increasing (decreasing) dG narrows (widens) the
non-adaptive Gaussian moderation function in physical
space.
2.3. SENCORP correlation matrices
In this subsection, we illustrate the roles of the various steps in the formation of SENCORP matrices. The
assumed forecast error distribution includes both propagating error and a non-propagating model error. The
Published in 2007 by John Wiley & Sons, Ltd.

details of the forecast error model employed are given in
the appendix. Figure 2(a) shows the correlation of errors
at the 96th grid point at the initial time with all of the variables at the initial time (variables 1–256) and also with
all of the variables at a later time (variables 257–512).
The spectral width of the propagating component was
defined by setting d = 16 (A2). The spectral width of
the model error component of errors was obtained by
setting dζ = 16 (A10). The propagation distance for all
wave numbers was set to zc = π/2 (A6). All of the
forecast error variances of all variables were set equal
to one. The correlation function in Figure 2(a) precisely
describes the values of all of the elements in the 96th
column of the true error correlation matrix. Examination
of the diagram indicates that the peak correlation point
propagated from 3π/4 (the 96th variable) to 5π/4 (the
416th variable) between the initial and final times. In this
simple model (see appendix), the reason that the error
correlations with variables at a later time are less than
unity is solely due to the presence of model error.
Figure 2(b) shows the 96th column from a 32-member
ensemble correlation matrix corresponding to the 96th
column of the true error correlation matrix depicted in
Figure 2(a). Figure 2(b) also shows the 96th column of
the smoothed 32-member ensemble correlation matrix
Cs . Note that both the smoothed and unsmoothed ensemble correlation matrices contain large spurious correlations.
The thick grey line in Figure 2(c) shows the 96th
column of C3
s , the element-wise cube of Cs , for the
32-member ensemble. Note that while the magnitude of
spurious correlations in C3
s is much less than that in Cs ,
correlations
at the second peak
the magnitude of C3
s
of the true correlation (variable 416) is much less than
that of the true correlation. This property makes C3
s an
unsatisfactory moderation function for propagating error
distributions because it underestimates the correlations
of the errors of variables that are separated in time. This
problem is remediated by matrix product smoothing as
can be seen by the thin grey line in Figure 2(c) which
2

( (

gives the 96th column of Cs 3 , the normalized matrix
product of the element-wise cube of Cs . Figure 2(c)
shows that the correlation between variables 96 and 416
3 2

(Cs (

is much larger for

than it was for C3
s .

Figure 2(c) also shows that the magnitude of spurious correlations in

3 2

(Cs (

near variables 192 and 257

(respectively marked as SC1 and SC2 on Figure 2(c))
is systematically bigger than those in C3
s . These
enlarged spurious correlations are made smaller by raising

3 2

(Cs (

to an element-wise power of 2 as can

be seen from Figure 2(d) which shows the 96th column of the SENCORP matrix CSENCORP =

[( ( [
Cs

3 2

2

.
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Figure 2. Figure illustrating the 96th column of various matrices used in the construction of SENCORP and CAMS matrices with
(m, q, r) = (3, 2, 2) and a 32-member ensemble. The numbers 1–512 at the top of the figure identify the index of each variable. Variables
1–256 define the initial state of the system while variables 257–512 define the final state of the system. The location (in radians) of each
variable is indicated at the bottom of each panel.

Figure 2(d) shows that Spurious Correlations SC1 and
SC2 are smaller for

[( ( [
Cs

3 2

2

than for

C3
s ,

while the

real correlation at variable 412 (second peak) is larger for

[(Cs ( [
3 2

2

than for C3
s .

Figure 2(e) and (f) respectively show the 96th column of the CAMS correlation matrix and the CAMS
covariance matrix. Comparison of Figure 2(e) with 2(b)
illustrates that CAMS correlations are much closer to the
true correlations than the sample correlations. Figure 2(f)
shows that the CAMS covariances closely match those
of the true covariances. (Note that the CAMS covariance is smaller than the true covariance on the lefthand side of Figure 2(f) because the sample variance
of the raw ensemble underestimated the true variance
at this point.) While the curves shown in Figure 2
depend on the random number seed used to produce
the 32 ensemble perturbations, the qualitative difference
between the unmoderated ensemble covariances (2(b))
and the CAMS covariances (2(f)) is largely independent
of the seed.
Published in 2007 by John Wiley & Sons, Ltd.

Figure 2 illustrates the following general points:
1. Spatial smoothing of ensemble perturbations makes
ensemble
correlation
length
scales
longer
(Figure 2(b)).
2. Raising ensemble correlations to an element-wise
power reduces small correlations more than large
correlations (Figure 2(c)).
3. Both large and small correlations are boosted by taking normalized matrix product powers of correlation
matrices (Figure 2(c)).
4. Combinations of element-wise and matrix product
powers can moderate spurious correlations while
retaining true correlations (Figure 2(d), (e) and (f)).
The numbers of matrix and element-wise products
used in SENCORP are defined by the integer powers
m, q and r. The optimal value of these parameters will
depend on ensemble size and must be determined through
experimentation. Because the signs of ensemble sample
correlations ought to be unchanged by the moderation
function, the final element-wise product (r) should be
Q. J. R. Meteorol. Soc. 133: 2029–2044 (2007)
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Figure 3. In (a) the thin and medium grey lines show the 96th columns of the sample correlation matrix C32 (i,96) and the non adaptive
moderation matrix CNAG (i,96), respectively. In (b) the black line and grey line show the 96th columns of the CNAM error covariance matrix
and the true forecast error covariance matrix, respectively.

chosen to ensure that all elements of the SENCORP
matrix are positive or zero.
2.4. Error propagation and the inadequacy
of non-adaptive moderation
The movement of SENCORP moderation functions
through time is imparted by the movement characteristics of the ensemble perturbations from which they are
derived. An immobile non-adaptive moderation correlation function will feature a correlation of 1 at the same
physical location at both the initial and final times. An
example of an immobile non-adaptive moderation function is given by the medium grey line in Figure 3(a) for
the same system as that considered in Figure 2. Note that
the moderation function is at the same location at both
the initial and final times. Figure 3(b) shows that, at the
initial time, non-adaptive moderation does an excellent
job of eliminating spurious correlations while retaining
the true correlations at 3π/4 (variable 96). In contrast,
at the final time, the non-adaptive moderation function
zeroes out accurate non-zero ensemble correlations with
the 416th variable while retaining spurious correlations
with the 352nd variable. Thus, non-adaptive moderation
is incapable of retaining error propagation information
when error propagation distance exceeds the width of the
non-adaptive moderation function.

3.

Results

3.1. Analysis corrections and analysis errors
Because of finite ensemble size, the models of forecast
error covariance explored in this paper generally cannot
yield covariances equal to the true forecast error covariances. Hence, the DA schemes that employ them are
suboptimal. One measure of the adequacy of a suboptimal DA scheme is its distance from an optimal scheme
in which the true error covariance matrices are known.
Here we review the formulae defining minimum error
variance state estimation.
The formula for the minimum error variance fourdimensional (4D) n-vector state estimate xa given a 4D
forecast n-vector xf with 4D error covariance Pf and
Published in 2007 by John Wiley & Sons, Ltd.

a 4D observation p-vector y listing p observations with
error covariance R is given by
xa − xf = Pf HT (HPf HT + R)−1 (y − Hxf ),

(15)

where Hxf gives model forecasts of observations with
error covariance HPf HT and covariance with forecast
errors of Pf HT (e.g. Daley, 1991). The term y − Hxf
is called the innovation vector. To form the innovation
vector, we first noted that
y − Hxf = (y − yt ) − (Hxf − Hxt ) = εo − Hεf ,
(16)
where we assume that yt = Hxt is the truth and εo and
εf are the observation error and forecast error vectors,
respectively. Following (16), we formed random innovation vectors by subtracting randomly generated forecast
errors interpolated to observation space from randomly
generated observation error vectors. Observation error
vectors were formed by making a random draw from
a normal distribution with covariance R while forecast
error vectors were formed by making a random draw
from a normal distribution with covariance Pf (see the
appendix for more details). (The random number generator used to produce the errors was the LAPACK (Linear
Algebra Package) subroutine dlarnv.)
When the true forecast error covariance matrix Pf is
used in (15) an optimal minimum error variance analysis
correction is obtained. However, when approximations to
f
f
Pf such as PCAMS or PCNAM are used in (15), suboptimal
analysis corrections are obtained. It is the efficacy of
these suboptimal corrections that we wish to compare
and contrast. One measure of efficacy is the root-meansquare (r.m.s.) distance of a suboptimal correction from
the optimal correction. Another is the r.m.s. analysis
error.
To compute analysis error, we noted that since the
true state is given by xt = xf − εf and since xa − xf =
εa − εf where εa is the analysis error vector, it followed
that the analysis error is the sum of the correction xa − xf
and the forecast error; in other words,
εa = (xa − xf ) + εf .

(17)
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While the specific analysis error associated with specific
forecast and observation errors is a random variable, its
covariance over a large number of independent trials in
which independent forecast and observation errors were
generated can be obtained by brute force or theory. The
brute force approach is simply to perform a large number
of independent trials and compute the covariance of the
analysis errors obtained from (17). (This approach is only
possible in idealized settings in which the truth is known.)
The theoretical approach is to use the well known formula
for the analysis error covariance Pa of analyses produced
using observation and forecast error covariance matrices
R and Pf that are equal to the true observation and
forecast error covariance matrices. As shown in Daley
(1991), this formula is given by
Pa = Pf − Pf HT (HPf HT + R)−1 HPf .

(18)

Since both the CAMS and CNAM forecast error covariance matrices are imperfect, (18) does not hold. Consequently, we used the brute force method to quantify the
analysis error variance associated with each suboptimal
method.
3.2. Data assimilation experiment with propagating
error
Here, we compare the DA performance of the CAMS
matrix against the CNAM matrix for the propagating
error case shown in Figure 2. As in Figure 2, the state
vector is defined by the values of a single variable at
256 equidistant grid points at the initial time together
with the 256 values of these variables at the final time.
Forecast error characteristics are identical to those for
the error system considered in Figure 2. Recall that the
forecast error variance was set equal to unity at both
the initial and final times and that the final-time error
is a combination of propagated initial condition error
and model error. The reduction in the maximum error
correlation between initial and final times due to model
error was set to 30%. In each experiment, 64 equally
spaced observations are assimilated at both the initial

and final times. Observation errors are assumed to be
uncorrelated and to have a variance of unity. To check
for statistical significance, each experiment was repeated
multiple times (16 times usually) using different random
seeds. We will compare the performance of the CAMS
matrix against the CNAM matrix for ensembles of size
K = 16, 32, 64 and 128. The CNAM matrix is obtained
using the Non-Adaptive Gaussian (NAG) moderation
function, an example of which is depicted by the medium
grey line in Figure 3(a). The parameters defining the
SENCORP and NAG moderation functions were tuned
for their lowest r.m.s. analysis error at each ensemble
size. Note that optimal tuning of the SENCORP and
NAG moderation functions depends on such things as
the ensemble size, error correlation length scale, grid
resolution, and number of observations.
Table I gives the values of m, q, r and ds that were
found to minimize analysis error as a function of ensemble size for SENCORP moderation for the propagation
case. It also gives the values of dG found to minimize
analysis error as a function of ensemble size for NAG
moderation for each of these cases. Note that the number
of element-wise products (m) decreased as the ensemble
size increased. This is a result of the relatively large spurious correlations present in small ensembles. It proved
useful to increase m with small ensembles because it prevented the matrix product from strongly amplifying spurious correlations. The performance of SENCORP was
not very sensitive to the choice of ds .
Figure 4 gives the results of the experiments with
propagating forecast error. At all ensemble sizes tested,
Table I. The various parameters used for the propagating error
experiment. In all CAMS experiments, q = r = 2.
K

SENCORP

NAG

16
32
64

m = 3, ds = 8
m = 1, ds = 10
m = 1, ds = 8

dG = 12
dG = 10
dG = 9

128

m = 1, ds = 7

dG = 8

Figure 4. Data assimilation performance for propagating error as a function of the base-2 logarithm of ensemble size (K): (a) gives the r.m.s.
difference from the optimal correction of CAMS and CNAM corrections, while (b) gives the r.m.s. analysis error for CAMS, CNAM and optimal
corrections.
Published in 2007 by John Wiley & Sons, Ltd.
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the CAMS matrix proved superior to CNAM. Indeed,
a 16-member ensemble using the CAMS approach had
lower analysis error than the 128-member ensemble
using CNAM (Figure 4(b)). Figure 4(a) and (b) also
demonstrate that with increasing ensemble size, the
performance of the CAMS matrix approaches optimal
performance more rapidly than the CNAM matrix.
The likely reason for the poor performance of the
CNAM matrix is illustrated in Figure 3(b). It shows
that the non-propagating NAG moderation function used
in CNAM annihilates the signal of propagating error
present in the raw ensemble. In contrast, the SENCORP
moderation function tracks forecast error propagation.
3.3. Data assimilation experiment with variable error
correlation length scales
As discussed in the introduction, it is likely that there
is considerable flow-dependent variability in the forecast
error correlation length scales associated with forecasts
of the atmosphere and ocean. Our next experiment tests
the ability of SENCORP and NAG moderation functions
to deal with such variations.
Figure 5 gives the results for an experiment in which
both the NAG and the SENCORP moderation functions
were tuned to be optimal at d = 16 with K = 32 and
again 128 observations. Then, we tested CAMS and
CNAM performance with these parameter settings on
error fields with larger and shorter correlation length
scales than that given by d = 16. For shorter horizontal correlation length scales in physical space (d > 16),
CNAM and CAMS results were statistically indistinguishable; however, Figure 5 shows that for larger horizontal correlation length scales (d < 16) CAMS outperformed CNAM by a considerable margin. The results
shown in Figure 5 were obtained by averaging the results
from 16 independent trials at each correlation length
scale. CAMS is significantly better than CNAM for d < 8
and is of similar quality to CNAM for all other d-values.
Remarkably, at d = 16, the error correlation length
scale for which both CAMS and CNAM were tuned,
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CAMS performance was statistically indistinguishable
from CNAM at d = 16. (CAMS won 9 trials and CNAM
won 7 but CAMS r.m.s. analysis error over all 16 trials was 0.02% worse than CNAM.) Thus, CAMS DA
performance matches CNAM performance even when
there are no variations in error correlation structure. In
contrast, the performance of Anderson’s (2007) hierarchical filter in the absence of error correlation variations is
bounded by the mean performance of an optimally localized K/N -member ensemble, where N is the number of
sub-ensembles used in the hierarchical filter. Thus, to the
extent that DA performance increases with ensemble size,
our results suggest that SENCORP moderation is superior
to hierarchical moderation in the absence of error propagation and/or error correlation length scale variations.
Figure 5(b) shows that the root-mean-square analysis
error for an optimal scheme (and CAMS and CNAM)
increases with increasing d. This is because larger d values correspond to smaller error correlation length scales
in physical space and smaller error correlation length
scales make it more difficult for a sparse observation
network to control the error.
To test the sensitivity of the results in Figure 5 to the
number observations, the experiment was repeated with
256 observations (every variable was observed) instead
of 128 observations. It was found that the ratio of CAMS
to CNAM performance for d = 2 was almost identical to
the 128-observation case.
3.4. Computational cost of SENCORP moderation
For large n-variable systems, the computational cost of
performing a SENCORP moderation is dominated by the
cost of the q matrix products associated with the matrix
product smoother. In general, the cost of each matrix
product is n3 FLoating Point Operations (FLOPS). In
specific problems, this cost might be markedly reduced by
guessing which of the elements in Cm
are approximately
s
equal to zero and ignoring them in computations. If many
matrix products were to be performed, computational

Figure 5. (a) The r.m.s. analysis error normalized by the r.m.s. optimal analysis error (ordinate) as a function of the spectral error correlation
length scale d (abscissa); the boxed numbers give the CAMS : CNAM win ratio for the 16 trials; for example, at d = 8, the boxed 11 : 5 means
that CAMS won 11 of the trials while CNAM won 5. (b) shows the r.m.s. analysis error as a function of d. Results pertain to a 32-member
ensemble.
Published in 2007 by John Wiley & Sons, Ltd.
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gains might be realized by first finding the eigenvector
decomposition of Cm
and then raising the eigenvalues
s
to the qth power. One approach for managing the
computational cost of SENCORP moderation is to break
the atmosphere up into relatively small observation
volumes and restrict the SENCORP moderation to these
volumes. This is the subject of the next section.

4.

SENCORP moderation in the LEKF

The Local Ensemble Kalman Filter (LEKF) of Ott
et al. (2004) has resulted in a promising ensemble-based
DA scheme for atmospheric models (Szunyogh et al.,
2007). The LEKF features local observation volumes. In
Szunyogh et al.’s (2005) 192 × 94 × 28 grid-point global
model implementation, these volumes corresponded to
grid-point boxes with 7 × 7 grid points in the horizontal
and 1 to 6 grid points in the vertical. All of the
observations within each observation volume were used
to update all of the variables at a single grid point at
the centre of each observation volume. By associating
an observation volume with each model grid point, all
model variables were updated. The observation volumes
eliminated the effect of spurious far-field correlations on
the analysis and, because each observation volume could
be dealt with independently of all other volumes, the
computation was scalable.
The vertical localization employed by the aforementioned implementations of the LEKF implies that a decision has to be made about whether observations above
or below a grid point will influence the grid point. This
decision is problematic with observations that represent
vertical integrals of the atmospheric state such as satellite radiances because, strictly speaking, these observations are neither entirely above, entirely below or entirely
within vertically confined observation volumes.
Horizontal localization of the observation volume can
also be problematic for 4D data assimilation. In particular, if the time window over which observations are
being assimilated is such that wave packets of errors are
capable of moving distances comparable to the distance
over which error correlations are trusted, an observation
volume small enough to ignore spurious correlations will
be too small to properly account for the propagation of
errors over the time window of assimilation.
Here, we show that these problems can be avoided by
increasing the size of observation volumes to ensure that
all relevant observational information is present within
the volume and then moderating the effect of spurious
correlations using SENCORP.
For the experiments to be discussed in this section,
the dynamical model considered is the Navy Operational
Global Atmospheric Prediction System (NOGAPS).
NOGAPS (Hogan and Rosmond, 1991) is spectral in the
horizontal coordinates and features an energy-conserving
finite difference formulation in the vertical. The model
uses vorticity and divergence, virtual potential temperature, specific humidity and terrain pressure as the
Published in 2007 by John Wiley & Sons, Ltd.

dynamic variables, with a semi-implicit treatment of
gravity wave propagation. The physical parametrizations
include boundary layer turbulence (Louis et al., 1982),
moist convection (Emanuel and Živković-Rothman,
1999), convective and stratiform clouds (Teixeira and
Hogan, 2002), and solar and long-wave radiation (Harshvardhan et al., 1987). NOGAPS is the global NWP model
of the US Navy, and drives several applications such
as the Coupled Ocean Atmosphere Mesoscale Prediction System (COAMPSTM ) (Hodur, 1997) and the Navy
aerosol prediction model. For the present set of experiments, the NOGAPS is run with spectral resolution T119
and 30 vertical levels. In order to simplify our calculations (that were all performed on a single processor
computer running MATLAB), we degrade the horizontal resolution of the ensemble output to a 3 degree by 3
degree latitude/longitude grid. This resolution is broadly
comparable to that used by Szunyogh et al. (2005, 2007).
Ideally, when one is performing ensemble data assimilation, one would like the ensemble error covariances
used in the data assimilation technique to also be used to
generate initial conditions for ensemble forecasts. When
CAMS is used in the LEKF, the ensemble update could
be performed either by using the equations relating the
square root of the forecast error covariance matrix to
the square root of the analysis error covariance matrix
(Tippett et al., 2003) or by using perturbed observations
(e.g. Houtekamer and Mitchell., 2001). Both ensemble
update methods have been shown to give useful results.
While we ultimately envisage using one of these methods
to update and cycle the ensemble, for simplicity, in this
paper we use a NOGAPS ensemble that is readily available to us. The initial perturbations for this ensemble were
constructed using McLay et al.’s (2007a, 2007b) implementation of the Ensemble Transform (ET) technique of
Bishop and Toth (1999). The ET technique transforms
forecast perturbations into analysis perturbations using
an estimate or guess of the analysis error covariance
matrix that in this case is obtained from the operational
NRL (Naval Research Laboratory) Atmospheric Variational Data Assimilation System (NAVDAS) (Daley and
Barker, 2001). NAVDAS does not currently use ensemble
perturbations in its error covariance model.
The ET transformation is designed so that the analysis
perturbations are equally likely and quasi-orthogonal. The
ensemble also features model perturbations obtained by
multiplying the tendencies of the convection scheme by a
random number. The random numbers used are uncorrelated in both space and time. Like the breeding ensemble
perturbations (Toth and Kalnay, 1997), ET perturbations
grow because the attenuation of perturbation amplitude
at each ensemble update time only retains components
whose average amplification matches the imposed attenuation. As such, ET perturbations need to be cycled until
this balance between amplification and attenuation has
stabilized. Typically, only a few days to a week of cycling
are needed to achieve this stabilization. The ensemble
members used for our study here were taken from another
study that required the ET perturbations to be cycled with
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a 6 h update cycle over a much longer period than that
required for spin-up. The period was 25 June 2005 to 17
July 2005. All results shown below pertain to 27 ensemble members taken from 17 July 2005.
Since the CAMS error covariance model provides
localized covariances, we are free to use observation
volumes that are considerably larger than those used
by Szunyogh et al. (2005, 2007). In particular, we can
use observation volumes that include all of the model’s
vertical levels. As discussed previously, observation
volumes with no vertical localization are better suited
for observation types that represent vertical integrals of
atmospheric properties such as some types of satellite
observations. Another advantage of using a full depth
observation volume is that one can use the observations
within the volume to simultaneously update all the
variables within the central column of the volume.
Contrastingly, in current LEKF implementations, separate
observation volume computations have to be performed
for each model grid point. In this introductory paper, the
horizontal extent of each observation volume is limited
to a 21 × 21 degree area (7 × 7 grid-point box) centred
around the grid column that we wish to update.
For brevity and because we have deferred the issue of
ensemble cycling to another paper, we will only consider
the assimilation of observations over a single 6-hour
assimilation window in an idealized experiment in which
the true state is known. In order to generate synthetic
observations for our experiment, we define the ‘truth’
over our 6-hour assimilation window to be the state of
a forecast initialized at 6 UTC on 16 July 2005 at 3,
6 and 9 UTC on 17 July 2005. In other words, we let
the truth over our 6-hour window be given by the last
6 hours of a 27-hour forecast. The 4D first guess for
our data assimilation experiment is the 3–9 h forecast
initialized at 0 UTC on 17 July 2005. Note that the
difference between the first guess field and the truth
in our experiment is the result of NAVDAS analysis
corrections at 6, 12, 18 and 24 UTC on 16 July 2005.
This approach results in a difference between our first
guess and our pseudo-truth that is global and informed
by real observations.
Pseudo-observations were created by adding random
noise to our ‘truth’ with observation error variance
equal to 1 m2 s−2 for wind observations and 1 K2 for
temperature observations. The SENCORP formulation
CSENCORP =

[(Cs ( [
6 2

1

=

6 2

(Cs (

(19)

was found to give reasonable results for the 27-member
ensemble considered here. Spectral smoothing of the individual ensemble perturbations was performed using 3Dcosine transforms (These cosine transforms are specifically designed for non-periodic phenomena.) on the
7 × 7 × 30 grid. These transforms falsely assumed that
vertical grid-point spacing was uniform. In spite of this,
reasonable results were obtained using Gaussian spectral smoothing parameters of dh = 0.2 and dv = 0.1 in
Published in 2007 by John Wiley & Sons, Ltd.
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the horizontal and vertical directions, respectively. These
parameters are 3D counterparts of those used in sections
2 and 3.
Figure 6 illustrates the column of the SENCORP correlation matrix corresponding to the equivalent potential
temperature variable θe at 128 ° E, 56 ° S, σ -level 20 at
3 UTC using these parameters. It shows how the moderation function propagates across the LEKF window
during the 6-hour DA window. Note the elongated structure of the moderation function in the horizontal plane
(Figure 6(a)–(c)). Note also that, in the vertical plane,
the moderation function rapidly approaches zero at σ level = 10 (Figure 6(d)–(f)). This level is closest to the
tropopause in this observation volume. Other moderation
functions (not shown) using the same set of SENCORP
parameters produced finer-scale moderation functions in
the vertical for observations nearer the tropopause. This
state-dependent localization was obtained in spite of the
fact that the smoother applied to the ensemble perturbations was isotropic in grid point space and not in physical
height.
The localizing effect of this moderation function on
the single observation meridional wind increment from a
temperature observation at 128 ° E, 56 ° S, sigma level 20
at 3 UTC is shown in Figure 7. The left side of the figure
gives the evolution of the corresponding correction from
a single observation. The right side gives the moderated
correction. Comparison of the right- and left-hand sides
of the figure shows how the flow-adaptive moderation
function produces a correction that moves with the flow
but is nevertheless localized.
Note that in Figure 7, a moderation function based
on ensemble correlations between equivalent potential
temperature variables was used to moderate covariances
between temperature and meridional wind variables. An
alternative approach would have been to use a smoothed
ensemble correlation between temperature and meridional wind raised to a power to moderate this aspect of
the ensemble covariance. For computational efficiency
(recall that all computations were done on a single processor machine running MATLAB), here we chose to use
the univariate smoothed ensemble correlations raised to
a power associated with θe to moderate all multivariate
ensemble covariances. We chose this variable because it
is approximately conserved moving with the flow and it
is dynamically linked to other field variables for most
important synoptic-scale weather systems, like midlatitude baroclinic waves. We anticipate that some other
choices of moderation variable would also have produced
suitable localizations. Future research will investigate the
pros and cons of both univariate and multivariate choices
for the SENCORP moderation variable.
To further test the CAMS error model, we set up
a synthetic observation network that contained similar
information to the information provided by satellite
microwave temperature sounders and satellite atmospheric
motion vectors. The temperature information provided by
the 8 AMSU-A channels assimilated operationally by
Q. J. R. Meteorol. Soc. 133: 2029–2044 (2007)
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Figure 6. In (a), (b), and (c) is shown a horizontal cross-section of the evolution of the SENCORP moderation function at σ -level = 20 at 3,
6 and 9 UTC, respectively; the abscissa and ordinate give longitude and latitude, respectively. In (d), (e) and (f) is shown the corresponding
vertical cross-section of the evolution at 56 ° S latitude; the abscissa and ordinate give longitude and σ -level, respectively. The moderation
function pertains to correlations with a variable whose location is indicated by the ‘+’ sign at 3 UTC ((a) and (d)).

NAVDAS was crudely represented by observing temperature at 8 equally spaced model σ -levels (30, 26,
22, 18, 14, 10, 6, 2) at 3 and 9 UTC. Similarly,
we simulated the momentum information provided by
satellite atmospheric motion vectors by observing zonal
and meridional wind at 3σ -levels (25, 15, 10) at 3, 6
and 9 UTC. The horizontal locations of all observations coincided with the vertical grid columns of our 3
degree × 3 degree resolution horizontal grid. The observations in each observation volume were used to correct
the forecast of the central column of the observation volume at 6 UTC.
In order to obtain a large number of statistically
independent results, we performed data assimilation
in 153 distinct observation volumes with and without
Published in 2007 by John Wiley & Sons, Ltd.

SENCORP localization. The statistical independence
of each of the 153 observation volumes was maximized by maximizing the distance between the 153
observation volumes. To be specific, the central grid
columns of each observation volume considered lay
on a 20° × 20° grid from 0° to 340° in longitude
(17 points) and from 80 ° S to 80° N in latitude (9
points).
Figure 8 gives vertical profiles of the root-mean-square
error of the forecast and the analyses made with and
without SENCORP localization over all 153 observation
volumes. Figure 8(a) and (b) show that SENCORP localization resulted in a significant improvement in the meridional and zonal wind estimates at all levels below the
tropopause relative to no localization. The improvement
Q. J. R. Meteorol. Soc. 133: 2029–2044 (2007)
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Figure 7. The meridional wind increment for the unmoderated LEKF ((a), (b), (c)), and for the SENCORP moderated LEKF ((d), (e), (f)), for
a single temperature observation located at the ‘+’. Each panel is a vertical cross-section in the σ -level/longitude plane. The forecast lead time
in (a),(d) is 3 hours, in (b),(e) 6 hours, and in (c),(f) 9 hours.

in these fields is most pronounced at the σ -levels (25,
15 and 10) at which wind observations were taken.
Figure 8(c) shows that the LEKF correction both with
and without SENCORP localization results in analysis
temperature errors significantly smaller than the forecast temperature errors at 6 UTC. Figure 8(c) also shows
that the improvement due to SENCORP localization in
the temperature analyses at 6 UTC is small, presumably because the observational network did not include
temperature observations at 6 UTC. Nevertheless, the
improvement due to SENCORP is robust in the sense
that 5000 random draws of 147 of the 153 observation
volumes failed to produce any subset of 147 volumes in
which no moderation produced smaller r.m.s. temperature
errors than SENCORP moderation.
We did not spend much time tuning the SENCORP
parameters for the experiments mentioned above.
Published in 2007 by John Wiley & Sons, Ltd.

Presumably, the multivariate error correlations would be
further improved by using a larger ensemble and/or tuning the SENCORP parameters more extensively. Such
detailed questions will be addressed in future work. Our
primary aim here was to show how SENCORP could be
incorporated into the LEKF in a computationally affordable manner.

5.

Conclusion

Flow-adaptive moderation or localization matrices based
on Smoothed ENsemble COrrelations Raised to a Power
(SENCORP) have been shown to outperform nonadaptive moderation matrices for propagating variable
correlation length scale univariate error distributions.
Furthermore, in the absence of flow-dependent error
Q. J. R. Meteorol. Soc. 133: 2029–2044 (2007)
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Figure 8. Root-mean-square error as a function of σ -level over all 153 observation volumes. In each panel is shown the r.m.s. forecast error
(thin black line), the r.m.s. analysis error for the standard LEKF (thick grey line) and for the SENCORP enhanced LEKF (thick black line).

distributions, the DA performance of optimally tuned
SENCORP moderation matrices for K-member ensembles was found to be statistically indistinguishable from
optimally tuned non-adaptive moderation matrices. In
contrast, the DA performance of Anderson’s (2007) hierarchical method for flow-adaptive moderation, which
involves splitting a K member ensemble into N K/N member ensembles, is bounded by the mean DA performance of optimally moderated K/N -member ensembles.
In a perfect model experiment using the NOGAPS
weather prediction model and a single processor computer, the computational feasibility of the incorporation of
SENCORP within LEKF data assimilation schemes was
demonstrated. Because SENCORP provides localization
within LEKF observation volumes, its incorporation into
the LEKF allows significantly larger observation volumes
to be used than those employed in Szunyogh et al.’s
(2005, 2007) LEKF. These larger observation volumes
are, in principle, better suited for observations that represent vertical integrals of variables such as satellite observations. They are also better suited to 4D DA in which
the error propagation distance over the assimilation time
window is significant compared with the true error correlation length scale.
These findings suggest that the performance of ensemble DA would be improved by replacing non-adaptive
ensemble correlation moderation with SENCORP flowadaptive moderation.
Published in 2007 by John Wiley & Sons, Ltd.
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Appendix. Error distributions
To begin, consider a non-propagating error system whose
state is defined by the value of 256 temperature (T )
values collocated with each of M = 256 grid points. To
generate random T errors that were spatially correlated,
we used
ε = SEs c
(A1)
where S is a diagonal matrix listing the standard deviations of the T errors at each grid point. Es is an M × M
orthonormal matrix whose M columns listed the sinusoidal vectors spanning the M-dimensional grid-point
space, and c is a normally distributed random M-vector
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whose covariance was given by the diagonal matrix . In
other words, ci cj  = δij γi where γi is the ith diagonal
element of  and where ci and cj respectively denote the
ith and j th elements of the random vector c and where
δij is zero for i = j but δij = 1 for i = j . Note that the
statement that S represents the standard deviations of temperature error is only true if C = Es ccT ETs  = Es ETs
is a correlation matrix. In order for C to be a correlation
matrix all of its diagonal elements must equal unity. This
is achieved by (a) making sure that trace()/M = 1 and
(b) ensuring that the eigenvalues associated with cosine
and sine functions of the same wave number have precisely the same value. For the experiments to be reported
in this paper, we let the eigenvalues be given by
γj ∝ exp −

k2
d2

where SI is a diagonal matrix listing the standard
deviations of the T errors at each grid point and cI is a
normally distributed random M-vector whose covariance
was given by the diagonal matrix  I . In other words,
ciI cjI  = δij γiI where γiI is the ith diagonal element of
the diagonal matrix  I . The eigenvalues of  I are chosen
so that Es  I ETs is a correlation matrix.
Having generated a random error at the initial time, it
remains to create a random error at the final time that
partly represents error propagation through space. Wave
propagation from the initial time to the final time can be
simulated as follows. First, note that the j th row (Es )j
of Es is given by


1
, sin(zj ), cos(zj ), sin(2zj ),
2

 
1
M
cos(2zj ), . . . ,
zj ,
(A5)
cos
2
2

(Es )j =

2πj
where zj = M gives the position of the j th grid point
on a periodic M-dimensional domain of non-dimensional
Published in 2007 by John Wiley & Sons, Ltd.



Bl =

cos(lzc ),
− sin(lzc ),

sin(lzc )
.
cos(lzc )

(A7)

Consequently, the error at the final time will partly
represent wave propagation provided we let
(A8)

(A2)

give the forecast errors associated with the initial and
final times, respectively. As in (A1), to generate random
T errors that were spatially correlated at the initial time,
we used
ε I = SI Es cI
(A4)

2
n

[sin(lzj ), cos(lzj )]Bl = [sin[l(zj − zc )], cos[l(zj − zc )]]
(A6)
where zc is the propagation distance at wave number l,
provided that Bl is the 2 × 2 matrix defined by

εF = DSI Es BcI + ζ

where k is the wave number of the j th eigenvector
corresponding to the j th eigenvalue and d is a scalar
constant.
Propagating error distributions were defined by letting the M-vectors TI = [T1I , T2I , . . . , TMI ]T and TF =
[T1F , T2F , . . . , TMF ]T list the forecast values of the T variables at initial and final times, respectively. Let TI t and
TF t denote the M-vectors listing the true values of the
T variables at the initial and final times, respectively, so
that
εI = TI − TI t and εF = TF − TF t
(A3)



length 2π. Next note that the double angle formulae for
sines and cosines imply that

where


1
0

.
B=
.



0

...
B1 0
0 B2









.
B m−2
2

0



(A9)

1

is an orthogonal matrix that propagates all of the component waves of the initial error. D is a diagonal matrix.
The M-vector ζ is an independent normally distributed
random model error vector with covariance Sζ Cζ ζ Sζ
where Sζ is a diagonal standard deviation matrix and
Cζ ζ = Es  ζ ETs defines its correlation matrix. The diagζ
ζ
ζ
onal matrix  ζ = diag(γ1 , γ2 , . . . , γm ) where
ζ

γj ∝ exp −
Letting



k2

.

(A10)


ε F ε F T = S F CF F S F

(A11)

dζ2

where SF and CF F are standard deviation and correlation
matrices, respectively, and taking the expectation of the
outer product of (A8) gives
SF CF F SF = DSI Es B I BT ETs SI D + Sζ Cζ ζ Sζ . (A12)
Since B and Es are both orthogonal matrices and since
trace( I )/M = 1 and the sine and cosine columns of
Es B having the same wave number are associated with
the same eigenvalue, it follows that the diagonal elements
of Es B I BT ETs are all equal to 1 and the diagonal
elements of (A12) are defined by
(SF )2 = D(SI )2 D + S2ζ = D2 (SI )2 + S2ζ .

(A13)

For simplicity, we assumed that the standard deviations of
forecast errors of initial and final time T are identical, i.e.
SF = SI . Under this assumption, (A13) implies that there
Q. J. R. Meteorol. Soc. 133: 2029–2044 (2007)
DOI: 10.1002/qj

2044

C. H. BISHOP AND D. HODYSS

is only one possible variance of the stochastic forcing and
it is given by
S2ζ = (I − D2 )(SI )2 .

(A14)

Note that (A14) implies that the diagonal values of D
must all be smaller than 1 when model error is present.
The forecast error correlation matrix CF I between initial time and final
is given
by CF I =
 time forecast errors


(SF )−1 εF (εI )T (SI )−1 = (SI )−1 εF (εI )T (SI )−1 . Right
multiplying (A8) by (εI )T taking the expectation and then
right and left multiplying by (SI )−1 yields


(SI )−1 εF (εI )T (SI )−1 = (SI )−1 DSI Es BETs SI (SI )−1

= DEs BETs = CF I .

(A15)

Finally, note that the aforementioned error generation
mechanisms imply that the full forecast error covariance
matrix Pf is given by


εI  I T F T 
f
P =
(ε ) (ε )
εF
 I

 I
S
0
CI I CI F
S
0
=
. (A16)
0 SI
0 SI
CF I CF F
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